VoIPmageddon: Is VoIP Leading to a Telephony Meltdown?
As the number of VoIP endpoints reach critical mass, enterprise adopters and industry players need to
address the quality issues that threaten to obliterate the chance of a good call.
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Introduction
This white paper is based on a number of articles and presentations I did in early 2015 focused on how
the current implementation structure of next generation IP based voice (and video) communications is
introducing quality issues that are becoming significant and noticeable by the user community. In early
2015, the eastern US was in the throes of “Snowmageddon,” so I appropriated the term. However, after
talking with over 300 communication industry professional’s about the topic, including vendors,
channels, technologist and end users, I have become convinced that the concepts discussed in this white
paper are, unfortunately, true. In fact, I fear that the estimates of quality issues in 5-10% of VoIP-to-VoIP
calls that connect through the legacy Public Switched Telephone Network (PSTN) or the emerging SIP
based Public Packet Telephone Network (PPTN) infrastructure may be low. In fact, it could actually be
higher, resulting in an even worse scenario than this paper details. If that is the case, a VoIPmageddon
meltdown is clearly possible.
The genesis for this investigation and this paper were that VoIP-driven quality issues, be those related to
unacceptable latency, line noise, garbled speech, or dropped calls, have popped into recent
conversations I've had with cloud telephony and conferencing providers, a few enterprises, and a
number of other industry participants. And although my sampling may be unscientific, to me it seems to
show a significant increase not only in the number of issues but also the percentage of calls having those
issues.
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While most of the VoIP community sees VoIP as a basic service, the reality is that delivering quality voice
over an IP-based implementation is challenging and can be fraught with issues. Many of the early quality
issues that arose during VoIP's 10-year initial boom (2000 to 2010) were resolved in the
implementations of the period or by the fact that VoIP was limited in scope. That's led to the common
thinking that using some form of quality-of-service (QoS) mechanism solves all problems. However,
many other factors can cause voice quality issues.
A key change that is driving the increase in perceived quality is the change from VoIP as an occasional
adjunct to TDM to the dominant communications mechanism of today and the future. The stages of the
evolution of VoIP are clear:





Pre-2000 – TDM-TDM – Prior to 2000 (actually about 2002), virtually all calls were implemented
in the traditional TDM-to-TDM mechanisms explained in the next section.
2000-2012 – VOIP-to-TDM – As VoIP rolled out in both the enterprise and consumer markets,
the primary device at the other end of a connection continued to be a legacy TDM device (either
a digital phone on a PBX or an analog phone).
2012 and on – VoIP-to-VIP – As the endpoints across the communications systems moved to
VOIP, a VoIP-to-VoIP connection became the largest implementation. There are clearly two ways
of this being implemented, as a peer-to-peer VoIP connection where the packets between the
end devices stay in the IP packet domain, and with PSTN integration where the intermediate
network uses some combination of TDM trunking, SIP, and even conferencing platforms that
take the packets from the pure IP point-to-point path and manipulate them at intermediate
nodes.

Before entering into this analysis, it is important to make a clear point: in no way is this paper intended
to say that VoIP is bad or cannot yield great quality, in fact, a peer-to-peer VoIP connection can have
acceptable latency, excellent echo management, as well as the capability for both high definition and
stereo/spatial audio. In sum, a well implemented peer-to-peer VoIP communications channel can be
significantly better in perceived quality than the legacy (60-year-old) TDM technology of the PSTN.
However, most VoIP connections today, with the exception of systems like Skype, are not peer-to-peer,
but rather use the PSTN infrastructure to complete the connection. The focus of this paper is on the
evolution through these stages to the widespread use of VoIP endpoints as part of the larger PSTN (or
PPTN), not on the peer-to-peer services like Skype, though the issues illuminated here obviously apply
when those systems enable their users to interact into the PSTN/PPTN (like SkypeOut).
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Are You Still There? – Latency in a Packet World
A good understanding of VoIP quality starts with knowing how various factors affect voice calls. The first
is latency, which impacts how we interact.
Figure 1 Perception of Latency in Human Communications

When we talk over distance, we pause to
let the other person speak. If latency is too
high, then the first speaker starts talking
again before the second speaker's voice
gets back. This results in a “collision,” which
feels like an interruption (for more
information on this process, please read the
PKE Consulting white paper, Making IP
Networks Voice Enabled). In the traditional
voice network, the TDM process assured
low latency within the local loop as well as
across long distances. The key is that this
time is relatively fixed in our brains.
Scientific analysis has shown that we will
wait about 250-350 msecs for someone else
to talk and will then begin speaking. Figure
1 shows a couple of examples of this, one
from Nortel analysis in the late 90s of the
percentage of respondents who could
perceive delay, the second an analysis of
delay perception as mean opinion scores (MOS), (note that the lower is one-way delay; it must be
doubled for the 200-400 msec round trip latency). The overall latency here is from my mouth to your ear
and from your mouth back to my ear. The point is that if we are separated by more than 250-350 msecs,
there is a probability that when I stop to let you speak if you want, I will wait about 300 msecs and then
begin to talk. If the overall round-trip delay is more than 300 msecs, you may have begun to speak, but
your voice is not to me yet. The impact of this is common in video conferences where there are
repeated, “No you go fi…..”/“Go ahea…”/“OK you ta....” and so on as each party interrupts each other.
So to assure that we have flowing natural speech, the goal for round-trip latency should be 20-300
msecs, realizing that the greater the delay, the higher probability that someone will perceive it and
complain.
To understand why VoIP is fundamentally different than the TDM technology it replaces, a review of
TDM is important. In the TDM infrastructure, the voice stream is sampled once every 125 microseconds
(µsec) and then each 125 µsec the sample is moved to the next stage in the path. This results in very low
latency. In the local loop, we typically see round-trip latency of less than 10 to 15 milliseconds (msec) on
a TDM voice call. Long-haul latency also accounts for sampling (a few samples at 125 µsec) plus fiber
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propagation and echo cancellation. So, the round-trip latency for a cross-country TDM call in the U.S.
has four components: 30 msec maximum for the local loops (the local loop times two crossings), maybe
another 5 msecs for sampling the forward timing in the long-distance path, a couple of milliseconds for
echo cancellation there and back, and propagation delay of about 16 msec in each direction (with a
propagation speed in fiber of 85% of the speed of light and a 2,500-mile distance). In sum, total roundtrip cross-country latency is about 84 msec. Considering the same factors, placing a TDM voice call
halfway around the world – 12,500 miles – would result in latency of about 220 msec. This is well below
the latency threshold of 275 to 300 msec we accept in natural conversation. Even adding in a
conferencing bridge delay of an additional 5 msec in each direction results in acceptable overall delay.
In VoIP, delay is typically much higher because of the way the voice stream gets broken into packets. In a
typical VoIP connection, at least three packets flow in each direction, resulting in at least 60 msec but
more likely 80 msec or more of packet delay in each direction. In addition, protocol delays, router
forwarding, codec time, and other network processes effect latency.
Figure 2 One Way Model of VoIP Latency
Figure 3 One Way Latency with Larger Jitter Buffers and Transmission Times

The latency model for a VoIP call is shown in figure 2. On a LAN with essentially zero propagation delay,
the typical one-way latency is about 60-70 msecs, resulting in a round-trip latency for an end-to-end
VoIP call of around 120 to 140 msec (see the white paper for more details). This assumes 20 msec
packet sample lengths with a 40 msec or 2 packet jitter buffer. Consider our 2,500-mile, cross-country
scenario, and total round-trip latency increases to 160 to 200 msec due to the transmission propagation
time. For our halfway around the world call, due to the transmission time increase, the total is now 280
to 300 msec, right at the edge of our ability to perceive it in conversation. If the jitter buffer increases,

April 2015

Copyright © PKE Consulting LLC 2015 - All Rights Reserved

4

this extends the time. Figure 3 shows this for a conversation between the West Coast of the U.S. and
Europe and then India. As can be seen, even with a relatively direct latency path, the conversation to
India is right at the edge of perceived latency impact. Of course, latency will increase even more if the IP
path is indirect, looping back based on peering locations. Figure 4 shows what happens to latency when
the peering points for either IP or SIP are not in a straight line, but rather loop back on each other.
It is clear from this analysis that VoIP latency quality for peer-to-peer voice connections can range from
acceptable to the edge of perception for longer distances, jitter buffers, and loops.
Figure 4 Impact of Transmission Distance and Loops on Latency

Did Somebody Say Something?
Echo and noise are the second factors affecting call quality. As we all know, echo can happen for a
number of reasons. In the traditional TDM/analog world, 2-wire to 4-wire connections generated echo,
and echo can be introduced by cross coupling in twisted pairs. Another major source is when an
endpoint device has inadequate echo control. This is starting to crop up more and more the number of
PCs used as speaker phones and low-cost Bluetooth speakers increases. The challenge with endpoint
echo is that the user with the device creating the echo does not hear the echo while everybody else on
the call does. Another potential issue is the difficulty of echo cancellation in the VoIP domain due to the
variation in timing. This can cause one echo canceller to operate on others, resulting in flushing sounds
or other noise. Noise can be introduced from devices or even the network or mediocre transcoding.
In TDM environments, echo cancellation is relatively easy, handled by echo cancellers that sit on the end
of each line (coming out of the long-distance path). The time domain is essentially fixed so echo can be
easily removed. Echo cancellation in a VoIP environment is much more complicated because the echo
cancellers can be applied at multiple points and not just at the end of a line. Latency will vary based on
where the echo cancellation takes place and the time of the packet, which is often variable.
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Noise is similar in that it can come from multiple places in a complex path and is very challenging to
remove. Also, in conferences, whether with meshed peers or server-based, noise is often mistaken for
active speakers and noise bursts get injected into the call. The result is that quality issues often come
and go on VoIP calls, seemingly at random, but often have these various complex interactions at their
root. These are hard to troubleshoot as the sources will change and may be dependent on the
configuration of a certain call, the IP path, the speaker’s environment, the speakers' devices, and so on
and even vary between listeners on a single call.
The transitions between IP networks can introduce issues, as well. On many calls today, it's not
uncommon to see three, four, five or more carrier SIP peering transitions. Depending on how the carrier
has implemented its codecs and echo cancellers, these transitions can cause significant degradation.
As an example, let's look at a call between Enterprise 1 and Enterprise 2 wherein Enterprise 1 connects
to Service Provider A, and Enterprise 2 to Service Provider Z. Service Provider A uses Interexchange
Carrier B while Service Provider Z uses Interexchange Carrier X. Interexchange Carrier X peers to AT&T
and Interexchange Carrier B to Figure 5 Multiple Transcoding Due to SIP Interfaces
Verizon. We now have this
sequence between the enterprises:
Enterprise 1 to Service Provider A
to Interexchange Carrier B to
Verizon to AT&T to Interexchange
Carrier X to Service Provider Z to
Enterprise 2 – a path with seven
interfaces. If two or three of those
interfaces have codecs and are
transcoding speech, sometimes
multiple times, voice quality can
significantly degrade (remember what happened to quality after copying a videotape for a third or
fourth time). And, depending on peering locations, the transit times can explode as the peering points
are often not in a direct path but cause significant loops, increasing latency. Figure 5 shows how these
can be compounded.
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The impact of multiple transcodings is degradation of the signal. Because the encoding process is about
reducing the bit rate by removing values that are not “significant,” repeating this process multiple times
acts on the same data and creates quality loss. The best example of this was using a VCR to record
Figure 6 Impact of Multiple Transcodings on Quality

multiple generation copies of a video. Figure 6 shows how successive copies (from left to right) degrade
the image, a process that happens in successive audio codecs as well.
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Call Back Later…
To understand how these factors can impact calls, a model for latency is required. To better understand
how
latency
builds
in Figure 8 TDM Local Loop Latency
implementations, let’s look at the
round-trip latency for a set of
implementations. Figure 7 shows the
TDM local loop (less than 12 miles)
typical call (this is the model for all of
these analyses, showing the roundtrip latency range for each segment
and the total. As can be seen, the
Figure 7 TDM Long Distance Latency
total latency is typically under 15
msecs, assuring that not only are
there no collisions or interrupts, but
even echo cancelling is not required.
As the PSTN/TDM call is extended
into the long distance domain, the
times rise as shown in Figure 8. Note
the total round-trip latency can be as
high 200 msecs if we add in the round
trip times as shown in Figure 4.
As was shown, in the early days of VoIP end point deployments, the majority of calls from those VoIP
devices ended up with TDM/PSTN devices as shown in Figure 9. The typical latency in this configuration
was 135-200 msecs round trip as
shown, plus the long distance Figure 9 VoIP to TDM Endpoints
transmission time. So the actual
latency could go as high as about 380
msecs round trip. The result was that
latency
collision/interrupts
only
happened on the longest links. For
both the TDM local loop and the long
distance, echo cancellation is
required, but it can act on the fixed
time domain of the TDM (fixed
because everything is tied to a
universal clock).
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Now let's look at what happens when Figure 10 Impact of TDM Between Two VoIP Systems
the call is not VoIP end-to-end or
VoIP-to-TDM, but instead crosses the
TDM-based PSTN as it moves from
one VoIP network to another. This
happens when two enterprises have
deployed VoIP, but one or the other
(or both) is using a TDM trunk to the
PSTN as shown in Figure 10. In this
case, packetizing the voice for each
VoIP segment, there and back, accounts for additional latency. The result is that the round-trip latency,
even when the PSTN connection is local loop and both PBXs are on high-speed LANs, increases to 245 to
370 msec as shown. As the distance increases, this number grows. For the 2,500-mile call (30 msec
additional round trip plus 5 msecs for router hops), the latency is now over the 280 to 305 msec
threshold of perceived latency. Likewise in our international VoIP calling scenario, in which latency
would reach well over 300 msec and as high as 400 msecs. The result is that users begin to interrupt
each other and complain. The challenge is that this can happen without warning. For example, Bob’s
company installed a VoIP-based PBX 5 years ago, but continued to use a TDM trunk connection to the
PSTN. Bob calls Steve at another company at least three times a week, and the quality has been good
with the VoIP solution. All of a sudden Bob notices that the quality on the calls to Steve is degraded,
they are interrupting each other, and he is getting echoes (more about echoes a little later). Bob
complains to his CIO and telecom team. After an extensive review of their VoIP PBX, CoS/QoS, data
network, and trunks, the CIO team concludes nothing has changed. However, Bob continues to see
quality problems with his calls to Steve, who happens to be the CEO of their largest customer and Bob is
the CEO of the company. After a couple of months of this the telecom team leader is fired, but nothing
changes. The point is that Steve’s company finally moved to VoIP a few months earlier when the quality
problems started, resulting in the issues we have discussed; these quality issues are both random and
changing and there was no way for the team to know why they were occurring.
Figure 11 Impact of Carrier VoIP/SIP and Enterprise TDM Trunks

The issue of multiple VoIP domains is
being even further exacerbated by
the carriers moving to VoIP/SIP within
their networks. If two enterprises are
using VoIP PBXs with TDM trunks and
the carriers between have also gone
to VoIP/SIP, the result is THREE
separate VoIP transitions as shown in
Figure 11.
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Conferencing in the VoIP domain has the same sort of results. When we join two IP networks by the
PSTN or a conference bridge, even in the best cases, we approach the threshold of perception. If we add
an additional packet into each of the
Figure 12 Conferencing Impacts on Latency
jitter buffers, the resulting 80 msec
(one 20-msec sample in each of the
four IP domains round trip) takes the
latency up closer to 400 msec, which
makes natural interactive speech very
challenging and will significantly
degrade a provider's mean opinion
score, or MOS. These impacts are
shown in Figure 12.
This is all to say that VoIP calling works well when the communications is IP end-to-end or VoIP-to-TDM
endpoint. If the connection is not end-to-end VoIP, then when only one end uses TDM trunking may
work well. The potential for perceptible latency goes way up when the PSTN sits between two VoIP
networks or when conferencing is involved. While a conference bridge can mitigate this somewhat with
jitter buffer management and error correction or going to a routed or switched architecture, in the
PSTN/TDM case, the operation is defined by the requirement to minimize underruns with larger jitter
buffers and minimizing gateway error corrections needs. Using SIP trunking between two IP domains can
eliminate the TDM-added latency, of course, but SIP trunking is still a relatively low percentage of all
trunks.
While SIP trunk interfaces from the Figure 13 Impact of SIP and SBC Latency
enterprise can reduce the impacts of
having multiple separate VoIP
domains,
it
introduces
the
transcoding issues discussed before
as well as the potential of latency as
shown in Figure 13.
How this latency plays out for an
enterprise can be challenging. When
using a conference bridge with
multiple VoIP domains and paths that
often loop back on each other, for
example, two speakers may be 400-to-500 msec apart. This will result in a relatively poor and
inconsistent experience for participants, with latency varying based on the type of network they've used
to dial in to the bridge. Echo is also a significant problem in conferencing. As there may be multiple
sources of echo (endpoints, TDM wires, etc.) and multiple echo cancellers operating on variable time
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domains, the potential of echo and echo pumping (where an echo canceller is inverting a signal to
cancel, but the timing is off so it is actually adding noise) becomes high. Figure 14 shows how echo can
be significant in even a small conference.
Figure 14 Impact of echo sources in Conferencing

Last, but not necessarily least, more
VoIP calls are using the open Internet,
which through latency, paths,
dropped packets, and jitter can
further exacerbate all of the issues
above.

As I've said, I have seen indications
that degradation can be perceived on
a growing number of VoIP-to-VoIP
calls. The data is not absolute, but I
believe it shows that quality issues
are impacting between 1 to 10% of VoIP paired calls across the PSTN. For purposes of this analysis, I am
going to use both 5% and 10% as the “poor” factors. In other words, of 100 random VoIP-to-VoIP calls in
which potentially all of the above issues crop up, five or ten on average will have perceivable quality
issues. Based on a number of discussions with vendors, end users, and others, I think this is a
reasonable, even conservative measure. In fact, it really may be higher than even 10%.

Impacts on VoIP Quality
The result of all of the issues discussed above is that a percentage of VoIP-to-VoIP calls that go through
the PSTN/PPTN will have quality issues. Based on the analysis and discussions with a number of experts
about what is being seen in the field, I have concluded that the range is from 5-10% of all of these calls.
In other words, 5-10% of the time when a user picks up a VoIP endpoint and calls another endpoint that
is also VoIP, the call will have noticeable call issues, from being an annoyance to being unusable.
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What's the Big Deal?
If you have read to this point, your reaction is probably that this all sounds bad, but aren't sure why it
deserves your attention since VoIP has been around for years. Or, perhaps you're thinking, "I have been
using Skype and it works well for me – so what's the big deal?"
The reason this deserves attention now is that the number of VoIP endpoints is reaching critical mass in
the installed base, especially for Figure 16 Impact of VoIP Endpoint Adoption
business telephone systems.
The
enterprise
telephony
installed base churns between
vendors at about 5% per year
and about 2-4% gets an
upgrade with the existing
vendor each year. The result is
that we are now at a point
where 6-8% of the installed
Figure 15 Future Impact of VoIP Endpoints on a VoIP User
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base is moving to VoIP every year. It has been
churning to VoIP for the last 10 years, with
increasing velocity. This means that we are
now at about 50% of the enterprise endpoints
using VoIP. However, TDM trunks still connect
the majority of those business VoIP systems.
Figure 15 below shows what this means for an
end user that has a VoIP endpoint device.
When that user picks up the phone, the ratio
of endpoints is dependent on the adoption. So
when there were 10% of all endpoints VoIP,
only 10% of that user’s calls were VoIP-toVoIP. If 10% of those calls were of poor
quality, then about 1% of all calls were bad;
an annoyance, but not reason for alarm.
However, we are now at 50% adoption, and
that means 2.5-5% of a typical VoIP endpoint
user’s calls are bad. As we move forward to
100% VoIP adoption, the percentage of bad
calls continues to increase. This is shown
graphically in figure 16, including timing lines
for the years coming based on a 7-8% VoIP
transition of the installed base every year.
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The impact that is coming is even greater when we consider all calls. As there are two endpoints, the
probability of both users being
Figure 18 Impact of VoIP Adoption on All Calls
on VoIP versus TDM makes that
statistically an exponent as
shown in Figure 17 in terms of
TDM-to-TDM,
TDM-to-VoIP,
and VoIP-to-VoIP calls, as well
as provides a look at the
percentage of all calls having
VoIP-attributable call quality
issues (with a 5% and 10% call
quality impact estimate). When
VoIP endpoint adoption was at
10%, the probability of both
endpoints being VoIP was only 1%. However, Figure 17 Future Impact of VoIP Endpoints on Overall Calls
at the 50% adoption level of today, 25% of all
calls are VoIP. As we move from 50%
adoption to 100% VoIP adoption, the growth
of VoIP-to-VoIP calls is exponential as shown
in the graphs in Figure 18, resulting in 5-10%
of all calls having voice quality issues between
2020 and 2022.
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The problem is significantly accelerated in conferencing due to multiple participants. In a conference call
with five participants, the probability of having at least two participants on VoIP is now 100% with 50%
adoption (on average 2.5 of the participants will be on a VoIP Figure 19 The 10 Connections in a Five Party
endpoint). The reason is that in a five-party conference there are Conference
10 point-to-point paths as shown in Figure 19. This is true even if
there is a conference bridge in the middle, as these paths go
“virtually” through the bridge between each participant. So, if
10% of endpoints are VoIP, there is (10*(.1*.1)) or a 10%
probability of at least one VoIP-to-VoIP path (this is averaged,
not for single conference). So, with 50% VoIP endpoints in the
North American installed base, we have probably already
reached the point where virtually all conferences have at least
two VoIP endpoints for conferences with five or more parties.
Figure 20 shows the statistical probabilities of having VoIP to
VoIP participants in different conference sizes based on
adoption. It also shows the percentage of conferences that will
have quality issues based on 5% and 10% quality issues.
Figure 20 Impact of VoIP Endpoint Adoption on Conference Quality
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As you can see, for a five-party conference, Figure 19 Projected VoIP Quality Issues in Conferencing
we are already at the point where 10% of all
conferences will have perceived voice quality
issues. This has been reflected in
conversations with both conferencing
vendors and end users that are looking to
change vendors due to perceived quality
issues. The challenge is that at 100% VoIP
endpoint adoption, 25% of five-party
conference calls will have quality issues!
After going through this analysis, I have
concluded that unless we can dramatically
eliminate the causes of VoIP quality
degradation we are going to have an
explosion of bad calls in the near future. As
VoIP endpoint adoption continues in
businesses and the consumer areas, quality
overall will suffer and increase at an even
higher rate than the adoption.

The VoLTE Conundrum
The advent of VoLTE, Voice over LTE, could have an even greater impact. The current cellular network
uses separate radios and spectrum for voice and data, with the voice using TDM technology based on
second generation wireless versions. For the wireless carriers, moving voice to the packetized LTE
network is a major focus as it reduces dual equipment as well as frees up significant spectrum as the
VoLTE voice is up to 100 times more spectrally efficient than the TDM system in place.
However, with 250M wireless devices in North America and close to 2B worldwide, this evolution should
be alarming. As these endpoints move to VoLTE, an IP packetized network with all of the issues
presented in the paper, the potential for call quality may accelerate at an even faster rate. If the
evolution of VoLTE happens in the same five-year horizon as the build-out or VoIP enterprise endpoints,
the overall impact on call quality could be catastrophic.
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What Are We To Do?
To mitigate these issues we need to make fixes at many levels, including end users, equipment vendors,
service providers, and overall industry. Overall, the industry could address the latency issue by
universally reducing the packet voice sample size from the current 20 msec “standard” to 10 msecs or
even 5 msec. However, since the IP header size is fixed, reducing the sample size will generate two
packets with twice as much overhead. That means going to 5 msec will quadruple the overhead,
increasing the overall bandwidth used by a multiple. So the challenge is to minimize multiple VoIP
processes in the path as much as possible.
For an enterprise or other VoIP-adopting organization, eliminating TDM trunks and choosing service
providers based on minimal peering paths will reduce the impacts on quality. In fact, SIP trunk providers
should begin positioning their peering quality in latency and number of hops on average. Picking a
conferencing platform that is designed and deployed to reduce latency, noise, and other quality factors
will make conferencing more effective. Some conference vendors are actively managing these issues. An
alternative is to use a cloud-based VoIP offer in lieu of a premise offer, though this may introduce last
mile IP issues.
For individual service providers, choosing technologies and deployments to reduce latency, transcoding,
and other factors is critical. Also, enabling TDM trunk contracts to be migrated to SIP without penalties
for customers who have deployed IP PBXs will accelerate the transition to SIP trunking. Service providers
as a group need to: choose a single end-to-end encoding standard to eliminate all transcoding; do echo
cancellation on the incoming streams at all SIP trunk points instead of at the outgoing endpoint; and
work as a group to minimize the latency impact of peering locations and paths.
For vendors, there are potential options as well. For conferencing, minimizing added latency through
jitter buffer elimination or moving to end mixing with switching/routing can reduce added latency.
Simplifying the use of SIP trunking and encouraging migration will reduce the number of problems
caused by TDM trunks for VoIP PBXs. Finally, focusing on end point echo management to assure that
echoes do not enter the system is critical. The old ISDN standards specified echo coupling for end
devices. We need to establish an echo standard for VoIP devices and software and measure vendors
against that standard. These echo measurements should become part of the spec sheets and should be
a basis for purchase, just as price, features, and design are.
From an industry perspective, standardizing on two codecs, one for lower bandwidth and definition and
one for higher would eliminate transcoding. Defining measurement techniques and standards to
measure end-to-end hops and latency, regardless of intermediate points, would enable better
troubleshooting. In the end, the best way to have good to great VoIP quality is to eliminate all of the
intermediate points that cause the issues. Point-to-point networks like Skype have proven that
acceptable quality can be achieved between peer-connected endpoints with an all-IP path. Open peerto-peer protocols like WebRTC can have an impact and improve the overall operation of the system by
minimizing transitions, using standard codecs, and minimizing other factors.
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I believe it is time for the entire VoIP industry to start a dialog about where we are and where we are
going. We need to have clear statistics on the current level of unacceptable call quality that we can, in
turn, use to project future challenges. We need to work together to define the standards discussed
above. If we do not, I fear that VoIPmaggedon is coming, and it will impact us all as the users will blame
their vendors, their carriers, their consultants, everybody.
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