Defining VoIP/UC System Availability and Business Continuity

Project Summary
Most organizations have a requirement to analyze their business for Business Continuity and the
potential impact on the business. Maintaining a documented Business Continuity analysis and plan is
often an auditing requirements, especially for key industries such as Health Care, Government, Financial,
Transportation, etc. For most public companies, having an analysis of events that could have a material
impact on the revenues and financials of the company is a risk analysis requirement. VoIP and UC
systems generally have a vastly different availability and therefore outage time than their TDM
predecessors. There has not been an adequate methodology/mechanism to evaluate this until now.
This project analyzes the entire system and generates a scientific/mathematical analysis of all failure
modes and probabilities, resulting in an overall analysis of average availability, total system failure rates,
and specialized areas such as Contact Centers or 911 Services. In addition, the methodology identifies
the key issues in architecture, installation, and operations that result in increased outages and reduced
availability and enable the organization to target those areas.
The resulting analysis is about 45 pages that detail all of the failure modes based on the installed
architecture as well as equipment and operations. This document is the ideal response to business
continuity questions in an audit or other situations. Having an analysis on file is a reasonable response to
an outage that demonstrates that the issue are not systemic, but probabilistic.

Comparing VoIP/UC to TDM PBXes
The traditional TDM PBX often achieved close to Five Nines of availability. In fact, there are a number of
documented cases of TDM PBXes operating for 1 plus years without a system outage. The structure of
the TDM PBX, with a combination of architecture, high levels of redundancy, simple end points, and
small numbers of devices dependent on non-redundant elements (line cards for example) enabled both
high levels of system availability, but
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However, the TDM PBX availability
Figure 1 Range of Nines
was achieved through a vertically
integrated platform, typically form a single vendor and architected both a t a product and installation
design level to achieve those goals. However, modern VoIP/UC systems are based on using the
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resources of a multiplicity of other IT systems. Figure 2 shows how this change has impacted the
number of active elements in the overall system deployment. As most system analysts will tell you, the
complexity is an exponent of the number of elements, so the change from 4 to 16 elements is
potentially a 16x increase in complexity. The result is a reduction in reliability and a dramatic increase in
potential failure/outage
scenarios.
At the end of this white paper is
a more detailed view of
availability and how to achieve it
in VoIP systems.

Figure 2 VoIP/UC is Major Change from TDM

The Analysis Methodology Used
The analysis methodology first uses the overall architecture to define all of the elements in the system
that can cause an interruption of service to any of the endpoints/users. For example, this would include:




Power
Data Center
o Servers/VMs
o Network
Communications System
o Core Elements
o Branches
o Devices



o Trunking
Data Network
o Core
o Edges
o Building
o WAN/MPLS
o Internet Access

Defining MTBF and MTTR for Each Element
For each element the Mean Time Between Failure (MTBF) and mean Time To Repair (MTTR) are
determined. The MTBF is developed from manufacturer’s data, industry reports, as well as open source
information for areas like regional power. The MTTR is based on the overall Service level goals of the
organization and the operational plan for responding to issues.
MTBF Sources





Vendor Data
Industry data
Operational reports (good for power)
Add in factor for Operator error to hardware and software MTBFs
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Typically in Comms Systems 30% of outages are caused by operator error

MTTR Sources
 Maximum and average
 Operational plans and commitments
 Experience
 Industry data
 Operational reports (good for power)
Together these can represent the average unavailability of each system element (whether primary or
redundant). This can be calculated using the formula:

The result is that each area can be detailed for both availability and unavailability, for example, these
are the core elements for a SIP based VoIP system:

Figure 3 Element Availability and Unavailability

Note that the MTBF has been reduced by 30% from the raw HW/SW numbers to accommodate operator
error, which is the cause for 30% of outages.
Defining Failure Sequences
In a typical design, there are redundant or load sharing so a single failure of an element will not cause an
overall system or regional outage. The next step in the process is to define each of these sequences. For
example, if the server running the call processing fails, which node will take over? Is there a loss of
service during the transition? This is mapped for each of the areas (Power, Comms, Data Network, and
PSTN Trunking). This is an example of all of the failure sequences for the communications area:
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Figure 4 Failure Sequences

This step shows the average minutes each element is unavailable for year and the cascading timing of
unavailability and subsequent availability for each sequence as well as the odds in number of year of
that event occurring.

Mapping Sequences to Impact
The next step is to map the sequences to the impact. This is defined by whether the event has no
impact, a reduction in overall capacity impacting some of the users, or a total system failure. This is
mapped against the sequences to determine the total minutes per year and the average user minutes
per year of impact.

Figure 5 Impact of Failures

For example, a sequential failure of three servers in a VMWare cluster has a very low probability of
happening (once in 3 billion years), so the average yearly impact is very low (much less than a minute.
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On the other hand, a failure of an end device with an MTBF of 30-40 years will have a higher average
user impact, but to system failure level impact

The Results
The results of the analysis are a detail of the modes of failures as well as the causes. For example, for a
system of 4,000 users, most
in remote offices, Figure 6 is
the resulting analysis of the
failures for the
communications system
alone. In this analysis, the
average user wil experince
4.7 minutes of outage,
primarily due toe the end
devie and transitions from
primary to secondary
eleemnts.
The next step is to combine Figure 6 Communications Availability
all of the areas into a total
availabiliyt anlsyis as shown in Figure 7. IN this example, the total system availability is less than 4 nines
with an average
unavailabilty of about 68.8
inutes per year. This is for a
well designed system with
three levels of redundancy
in the comms platform and
multiepl redundant MPLS
pipes with VPN and cable
redundancy. The system has
both SIP and a high level of
TDM trunks. For a system
without this level of
architectural design, the
actual number will be
Figure 7 Total Availability – Well Designed System
between 4 and 8 hours of
unavailability.
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While this analysis has a
relatively high availability,
Figure 8 is an analysis for an
organizations with a less
well defined redundancy an
operational plan. This
organization found that
their endpoints would
expect to see over 3 hours
per year of average outage,
a major issue for a business
dependent on their
communicaoins for
revenue.

Figure 8 Total Availability - Challenged System

Finally, the analysis shows for each type of failure the sub-system responsible fo the outage time.

Figure 9 Causes of Unavailability

Doing An Analysis for Your Organization
The analuysis required is dependent on the organizatoin, size, systems, and documentation. Typical
costs for an analuysis are $15-20K and ana analysis typicall takes 3-6 weeks. The report incudes all of the
information in detail, along with detailed recommendations for hcanges that iwllincrease availability and
minimize issues. If a detailed Business Continuity Analsysi along with availability data is required, please
contact PKE Consulting.

Appendix 1 Basic Availability challenge in VoIP/UC
Introduction
Every organization should establish Service Level Goals (SLGs) for the delivery of the services. These re
the expectations that the users should have of the availability of those services and the maximum
individual outage time. The average level of availability is generally expressed as a number of nines. For
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example, the common telephony standard is five ninnies or 99.999% average uptime. Five nines is
about 5 minutes of average unavailability per year. The levels of average unavailability by nines are:
•
•
•
•

Five nines – 99.999% - 5 minutes
Four nines – 99.99% - 50 Minutes
Three nines – 99.99% - 9 hours
Two nines – 99.9% - 3.65 days

Availability is a combination of Mean Time Between Failure (MTBF) and Mean Time To Repair (MTTR) as
a mechanism to calculate the amount of time the system is unavailable. For example, a device that has
an MTBF of 10 years and takes 4 hours to repair will have 240 hours of unavailability every 10 years or
about 24 minutes of unavailability every year. Conversely, that device is available for the entire year less
those 24 minutes. To calculate the system levels, all components of the system must be considered as
the analysis does. Individual outage times are defined as the maximum time that any individual outage
will extend before it is corrected and service is re-established.
The overall SLG for AdvantageCare Physicians has a basic SLG that is provided as part of the basic
service to all users and multiple ways of achieving higher SLGs (especially availability) for key users and
locations as required by the business needs of the department or function.

System and Operational Issues Impacting Availability
Achieving high levels of individual device availability in VoIP systems is challenging from both a system
and operational perspectives. Five nines of availability is equivalent to only 5 minutes of Average
Annual Outage Time (AAOT) or, a very high goal. The intent of this section is to discuss the critical issues
that will impact overall availability. At the core of achieving high availability are optimizing two key
components, the Mean Time Between Failures (MTBF) of system components and the Mean Time To
Repair (MTTR) of failed component. For example, a component with a statistical mean failures once
every 10 years would have an MTBF of 10 years. If the it takes a mean time of 4 hours to repair the
same unit, the AAOT of users impacted by that failure alone would be four hours every 10 years. When
expressed in minutes, this is 240 minutes every 10 years or 24 minutes per year. Expressed in the nines
of availability, this is 99.99543% of availability, easily seen to be less than the five nines goal of the most
resilient PSTN/TDM environment. Achieving high levels of availability can only be achieved through a
combination of high MTBFs, low MTTR and redundancy in both the voice system, carrier trunks, and the
underlying data network.

Comparing VoIP to TDM Systems
Expectations of availability in voice telephony systems are based on a set of requirements and
implementations that are built into the traditional Time Division Multiplexed (TDM) communications
systems and the Public Switched Telephone Network (PSTN). As PSTN systems were used for Public
Safety and the 911 systems, the FCC mandated reporting of overall availability below five nines
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(99.999% available). The figure shows the relative unavailability as related to the number of nines of
availability.

This became a design goal of the PSTN and subsequently many enterprise grade PBXes. To achieve a
service level of five nines or an average AAOT of less than five minutes per year requires a number of
design techniques. For example, in both PBX and PSTN implementations, the core switch fabric is often
passive and the control elements (processors) are fully redundant. Inter-node paths (trunks) are
generally redundant, enabling operation during a board or line failure. In the PSTN, end lines are often
implemented on single line cards, so that a failure will only impact a single end point. To achieve
equivalent levels and encourage migration of enterprises from PSTN based Centrex services, the PBX
vendor’s implemented similar techniques. For example, the MTBF on a line card with 16 ports in one
implementation was 45 years. Further reductions in MTBF were achieved by having very low
intelligence end points operating in stimulus mode (stateless) and having all power management at the
core, enabling centralized UPS services). The single cabinet node of a PBS made the replacement of
failed components much easier as they were done in a single lactation. The result of all of these design
and implementations was to achieve in systems built with core redundancy, UPS, and other components
availability that often exceeded the five nines in actual operation.
In a VoIP system, there are actually two major systems at work, the VoIP system and the underlying IP
network. In calculating overall availability, the AAOT of each system must be subtracted to calculate the
availability. This is calculated as:

An example of how both systems together impact overall availability can be easily seen if we calculate
the availability if both the voice and data systems achieve five nines or 5 minus of availability.
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Graphing the results of the impact of the combination of network and voice system availability on
overall delivered availability makes the overall system issues easier to understand. Figure 1 is an
illustration of the voice and data mapped as nines. To achieve the goal of five nines of actual operation,
both systems must deliver at the lower left.
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As can be seen, to achieve five nines either requires the voice (or network) to have zero failures if the
other system achieves five nines or both systems must be better than five nines (2.5 minutes each at the
illustrated point).
In reality, this is very hard to achieve. Many typical systems have much higher AAOT. For example,
many data networks, especially when the network includes WAN connections have AAOT times that
result in as low as three nines. In a campus network, the witting closet switches are typically nonredundant and many units have MTBFs of 10 years or less. If a repair is not on-site, the MTTR can be as
high as 30 hours. This results in 3 hours of AAOT. Even if a repair is completed in 4 hours, the result is
24 minutes of AAOT. Another critical cause of failure in data networks are configuration issues that
cause routing issues, loops, or port isolation. These occur often and are generally considered to be one
of the highest level impacts. If we map this level of AAOT on the graph and then assume that the voice
system is non-redundant, the levels of system AAOT can approach 4 to 8 hours per year.

To achieve the lowest levels of AAOT and the highest availability, both systems must be optimized. In
the voice system, availability of the voice components can exceed five nines. The limiting factor is the
actual end device and the MTBF and MTTR of the actual VoIP phone. The other components in the
system can have multiple levels of redundancy. The data network availability is limited by the wiring
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closet switch if there are not redundant paths to the desktop (either dual NICs, dual feeds from separate
wiring closets and an A/B switch or WiFi from a separate closet/switch as a redundant option. If the
switch MTBF is 10 years and the MTTR is 4 hours, the resulting AAOT is 24 minutes. Based on this
analysis, Figure 3 shows the “best case” availability that can be generally achieved for a singular IP
phone.

In this case, the actual AOTT is almost completely defined by the wiring closet switch. To achieve higher
levels of actual availability requires either reducing the MTTR time, a 50% reduction to a 2 hour repair
time results in a 50% reduction in AAOT and a comparable increase in availability. Increasing the MTBF
is another alternative. Finally, redundant end devices can increase availability.
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